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01. Executive Summary

More than a decade after the Basel Committee on Banking Supervision published its
Principles for effective risk data aggregation and risk reporting (BCBS 239), full compliance
remains elusive for most financial institutions. Supervisory assessments consistently reveal
shortfalls in data accuracy, traceability, governance, and timely risk reporting —the very
fundamentals BCBS 239 was designed to address.

The consequences are measurable: capital add-ons, supervisory sanctions, and reputational
damage. Yet failure to implement the regulatory principles is not just a compliance issue —itis
a strategic imperative. In an increasingly digital and Al-enabled world, institutions that cannot
trust their data cannot trust their decisions.

This whitepaper argues that the path to pragmatic and technology enabled BCBS 239
compliance is also the path to competitive advantage. Institutions that invest in data quality,
lineage, governance, and auditability build foundationalinfrastructure for faster, more
accurate decision-making across risk, finance, and business strategy. Rather than exhaustive
enterprise-wide documentation, institutions should focus on critical data and leverage Al-
enabled technology to maintain insight and quality continuously. Comprehensive
documentation without automation will not be sustainable.

For financial institutions, the question is no longer whether to invest in data governance —itis
how to invest proactively and strategically, rather than reactively respond under supervisory
pressure.

Key takeaways

Compliance is now a competitive imperative: The gap between institutions
with strong data governance and those without is widening. Banks with robust
data quality and lineage infrastructure make faster credit decisions, allocate
capital more accurately, and respond to market dislocations with confidence.

Pragmatic, technology-enabled investment delivers sustainable
compliance: Rather than exhaustive documentation that deteriorates,
institutions should focus on critical data and leverage Al-enabled technology
for continuous monitoring. Modern platforms transform BCBS 239 from a one-
off project into an operational capability.

The regulatory window for proactive action is closing: Institutions that invest
now —building evidence architecture and embedding controls into workflows
g will navigate supervisory interactions with confidence. Those that delay face
capital add-ons, payout restrictions, and reactive remediation costs.



02. Why BCBS 239 Remains Unfinished

Business

A framework designed in the aftermath of
the 2008 financial crisis has become the

defining test of a bank’s data maturity, yet
most institutions have still not passed it.

The 2008 financial crisis exposed a profound and
systemic failure in how banks managed risk data. At
the height of the crisis, many of the world’s largest
institutions, including those with sophisticated risk
management functions, discovered they were unable
to aggregate their exposures quickly, accurately, or
completely. Risk and finance teams were working
from fragmented spreadsheets. Senior management
could not get a consolidated view of financial risks.
Boards were flying blind when clarity was most
critical.

The Basel Committee’s response was BCBS 239,
published in January 2013 and formally applicable to
Global Systemically Important Banks (G-SIBs) by
January 2016. Its 14 principles established a
comprehensive standard for risk data aggregation
and reporting, covering governance and
infrastructure, data quality and aggregation
capabilities, risk reporting practices, and supervisory
cooperation. For the first time, regulators articulated
not just what banks should report, but how the
underlying data should be produced, validated, and
controlled.

More than a decade later, the Basel Committee’s
own progress assessments paint a sobering picture.
Supervisory findings continue to cluster around the
same unresolved issues: inadequate data lineage,
inconsistent data quality controls, governance
structures that exist on paper but lack operational
teeth, and risk reports that cannot be fully reconciled
to source data. The ECB’s 2024 Guide on effective
risk data aggregation and risk reporting (the RDARR
Guide) sent a clear message to significant
institutions under its supervision: expectations have
not lowered, and the tolerance for continued
shortcomings is diminishing. The argument for BCBS
239 investment extends beyond regulatory
obligation. Banks that embed the BCBS 239

principles report measurable benefits: faster risk
reporting cycles, reduced manual effortin
reconciliation, more reliable model inputs, and
greater confidence in data underpinning investment
and credit decisions. These benefits flow naturally
from clean, well-governed, traceable data - precisely
what BCBS 239 demands. The regulatory framework
and business case align. Banks that recognise this
have the potential to build structural advantage.




03. Data Governance Compliance - Four
Al-Powered Technology Use Cases

In this paper, we will explore four operational dimensions where technology offers high
potential to enhance a bank’s risk data management capability. Each use case represents
both a compliance requirement and a dimension of data management maturity which is
key for future technology enablement. Weakness in any one of them undermines the

others: accurate data is only as valuable as the lineage that proves where it came from,
lineage is only meaningful within a governance framework that assigns accountability, and
governance is only credible if it can be demonstrated to auditors and supervisors through
transparent, reproducible evidence.

Use Case 1:
Data Quality & Accuracy

Use Case 2:
Data Lineage & Traceability

This use case explores how high-quality data serves
as the foundational pillar for both BCBS 239
compliance and technological advancement. It
reveals a critical industry shift where leading
institutions are moving from manual checks to
continuous, Al-enabled monitoring that detects
anomalies in real-time. The use case demonstrates
the dual business case - satisfying regulatory
expectations while unlocking competitive advantage
through trustworthy data that accelerates decision-
making. Finally, it articulates why automation is
structurally essential: modern data platforms
significantly reduce remediation effort and surface
issues earlier than traditional reporting cycles.

Use Case 3:
Data Governance & Ownership

This use case explores how data lineage answers:
where did this number come from, and can we trust
it? It reveals a gap where banks document technical
lineage but fail to bridge the business-technical
divide, with the ECB requiring business glossaries
linked to technical lineage. The use case
demonstrates how leading institutions shift from
static, manually maintained documentation to
continuous, Al-enabled lineage discovery. Finally, it
articulates why automation is essential: manual
programmes deteriorate as data environments
evolve, whereas modern platforms with automated
discovery provide sustainable, operational lineage
capabilities.

Use Case 4:
Auditability & Transparency

This use case explores how data governance makes
data quality and lineage sustainable through clear
ownership and accountability. It reveals that strong
governance consistently outperforms peers on
technical compliance. The use case demonstrates
how leading institutions embed data ownership into
operational workflows, making data quality metrics
visible to business units. Finally, it articulates why
automation matters: Al-enabled platforms lower
barriers for non-technical stakeholders by providing
real-time insights and natural language interfaces,
allowing data ownership to be operational rather than
nominally assigned.

This use case explores how auditability and
transparency distinguish a credible compliance
programme through clear, reproducible evidence of
data controls. It reveals that supervisory fire drills —
demanding granular datasets with complete lineage
within 48 hours — expose critical weaknesses in
fragmented IT landscapes. The use case
demonstrates how leading institutions invest in
genuine auditability where every critical risk figure
can be traced to its source. Finally, it articulates how
Al-enabled platforms maintain audit trails with
approval workflows and real-time dashboards,
enabling faster supervisory examinations and
stronger regulatory credibility.



3.1 Al-Powered Technology Use Case 1: Data
Quality & Accuracy

High-quality, accurate data serves as the
foundational pillar for both regulatory compliance
and technological advancement. Under BCBS 239,
financial institutions must maintain robust data
governance frameworks to ensure the integrity,
completeness, and timeliness of risk data—-a
requirement that directly mitigates operational and
reporting risks. Beyond compliance, data accuracy is
equally critical for unlocking the full potential of
modern technology solutions. Al-enabled platforms
need to leverage clean, well-structured data to
deliver predictive analytics, automated risk
detection, and real-time decision support that would
be impossible with compromised datasets. By
investing in comprehensive data quality initiatives,
organizations achieve a dual benefit: satisfying
stringent regulatory expectations while
simultaneously creating the conditions necessary for
digital transformation. Advanced Al solutions can
accelerate this journey by automating data
validation, identifying anomalies, and continuously
monitoring data lineage — transforming data quality
from a compliance checkbox into a strategic
competitive advantage.

Deloitte’s 2026 BCBS 239 Benchmark Survey reveals
that a majority of banks (51%) currently track fewer
than three data quality indicators, while only 12%
have scaled beyond 50. This distribution highlights a
significant industry-wide inflection point: While most
banks are still in the early days of adoption, there is
growing momentum toward integrating granular DQ
metrics into their formal risk appetite frameworks
(RAFs) and risk appetite statements (RASs).
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Fig. 1- Operationalisation of data quality risk appetite metrics
(RAF/RAS), Deloitte 2026 BCBS 239 Benchmark Survey

3.1.1 The Regulatory Requirement

Principles 3, 4, 5 and 6 in BCBS 239 establish the
technical core of the regulation’s data quality
demands. Principle 3 requires risk data to be
accurate and integrity-checked: materially accurate,
reconciled with accounting data where appropriate,
and subject to clear exception-handling processes.
Principle 4 requires completeness: banks must
capture all material risk data across business lines,
legal entities, asset classes, and geographic regions,
with the scope of data subject to regular review.
Principle 5 addresses timeliness: the ability to
generate aggregated risk data rapidly enough to serve
decision-making in both normal and stress
conditions. Principle 6 requires adaptability: risk data
aggregation capabilities must be able to respond to
ad-hoc requests and to evolving regulatory
requirements without requiring fundamental system
rebuilds.

3.1.2The Challenge

Data quality failures are rarely dramatic — more often
quiet and cumulative. Banks develop working
knowledge of data weaknesses without closing
them, treating workarounds as permanent solutions.
The consequences are significant: inaccurate capital
calculations, repeated stress test calculations, and
failed reconciliation checks that create costly
supervisory findings. Individual regulatory fines for
risk data management failures have surpassed USD
100 million. Beyond regulatory penalties, poor data
quality undermines decision-making across risk,
finance, and strategy, slowing response to market
dislocations and limiting competitive advantage.

$100M

Individual regulatory fines for risk \

data managementfailures have
surpassed USD 100 million.




3.1.3 What Good Looks Like: From Manual Checks
to Continuous, Al-Enabled Monitoring

Banks that maintain strong data quality for BCBS 239
purposes share several operational characteristics.
They have moved beyond manual, point-in-time data
checks to continuous, automated monitoring of
critical risk data elements. Quality rules are applied
systematically at the point of ingestion and at key
transformation steps, not retrospectively at the point
of reporting. Anomalies are flagged automatically,
routed to identified data owners, and resolved within
defined SLAs - creating a documented evidence trail
that supervisors can inspect.

Increasingly, leading institutions are deploying Al-
assisted approaches to data quality monitoring;:
models that learn the expected statistical behaviour
of key data series and detect deviations that rule-
based systems would miss. This is particularly
valuable for the kind of subtle, contextual anomalies
—such as unusual distributions, unexpected
correlations, and seasonal patterns that shift — that
are most likely to affect the reliability of aggregated
outputs. The key principle is that data quality must be
managed continuously and systematically, not
asserted periodically.

Continuous Quality Monitoring: Rather than
periodic manual validation, Al-enabled platforms
enable: Real-time statistical profiling of data
attributes

* Automated anomaly detection with <1 hour
detection lag (vs. 2-3 week manual lag)

* Predictive quality management that identifies
degradation before it impacts reporting

* Automated root cause analysis that traces quality
issues to their source.

Data Quality as a Continuous Process: Modern
platforms shift from one-time assessments to
continuous monitoring:

* Historicalview: Annual/quarterly reviews, manual
validation, reactive remediation

* Currentview: Real-time profiling, automated
detection, proactive alerts and remediation

Consolidation for Enhanced Context: Integrated
platforms that combine quality monitoring with
lineage and cataloging enable:

* Fasterroot cause analysis (hours vs. days)
* Automatic quality/lineage correlation
* Single source of truth for data quality status.

r

p
-@- Business Benefits Beyond Compliance:

N
The investment in continuous data quality
monitoring delivers measurable business value.
Banks reduce monthly data quality remediation
effort by over 60% after deploying automated
anomaly detection across critical risk data
pipelines. Incidents that previously surfaced during
regulatory reporting cycles are identified and
resolved days earlier, materially improving the
reliability of final outputs. More importantly,
trustworthy data accelerates decision-making
acrossrisk, finance, and strategy — enabling faster
credit decisions, more accurate capital allocation,
and more responsive risk management. ®

The scale and complexity of modern banking data
estates make manual approaches to data quality
structurally unsustainable. The economics of
manual compliance are unfavourable in a way that
compounds over time. Initial quality frameworks
are resource intensive but bounded while
maintenance is unbounded. Without automation,
the maintenance burden grows with data
complexity, and quality inexorably degrades.
Modern data platforms, combined with continuous
quality monitoring, allow aggregation processes to
be validated in real time rather than retrospectively.
Quality checks applied at the pipeline level, before
data enters aggregation processes, mean that
issues are identified and resolved before they
affect downstream outputs, rather than discovered
during reporting cycles when remediation is most
costly. ®




In Practice: In a recent client case study, a leading
Nordic bank reduced its monthly data quality
remediation effort by over 60% after deploying
automated anomaly detection across its critical risk
data pipelines. Incidents that previously surfaced
during regulatory reporting cycles were identified and
resolved days earlier, materially improving the
reliability of final outputs.

“A leading Nordic bank reduced its
monthly data quality remediation
effort by over 60% after deploying
automated anomaly detection
across its critical risk data pipelines.”

3.1.4 Regulatory Reference

BCBS 239 Principles 3 -6 (Accuracy & Integrity,
Completeness, Timeliness, Adaptability). ECB
RDARR Guide (2024), Section 3.2 — Data quality
standards for significant institutions.

3.2 Al-Powered Technology Use Case 2: Data
Lineage & Traceability

Lineage is the evidence layer of BCBS 239. It answers
the question regulators, data consumers and risk
managers ask most frequently: where did this
number come from, and can we trust it?

Recent supervisory findings highlight a critical gap:
banks document technical lineage but fail to bridge
the business-technical divide. The ECB now explicitly
requires that business glossaries contain approved
definitions of key risk metrics and their breakdown
into input elements, including data quality rules and
thresholds. This is not a documentation requirement
—itis a governance requirement. For a business
glossary to be an asset, it needs to be actively
maintained, approved by business stakeholders, and
linked to technical lineage. Otherwise, it becomes a
liability. Understanding the origin of key data
becomes even more critical as Al-systems are
increasingly being explored to automate key parts of
the operational and risk processes in banks.

Deloitte’s 2026 BCBS 239 Benchmark Survey reveals
that Al-enabled data lineage is at an early,
exploratory stage, and banks are clearly proceeding
with caution, with 36% in the “Observing &
evaluating” phase and 34% focused on
“Foundationallineage”. 24% have moved to active
“Early experimentation & PoCs”. A limited number of
banks have adopted more advanced, value adding
applicationsin this area, with 4% embracing
“Targeted augmentation” and 2% in “Strategic
integration”.

Considering the high level of interest in automating
lineage tracking with Al, it is perhaps surprising that
so little progress has been made beyond the proof-
of-concept phase. Deloitte’s findings suggest that
outdated, legacy systems are preventing many banks
from realising the benefits of Al-enabled technology.

36%
34% Observing &
Evaluating

W Focused on
24% Foundational Lineage

m Early Experimentation
& POCs

H Targeted
Augmentation

4% B Strategic Integration
2%

Fig. 2 — Maturity of Generative Al adoption in data lineage,
Deloitte 2026 BCBS 239 Benchmark Survey

3.2.1 The Regulatory Requirement

BCBS 239 does not address data lineage in a single,
dedicated principle. Rather, lineage is the connective
tissue running through the framework’s aggregation
and reporting requirements. Demonstrating
compliance with Principles 3 (accuracy), 4
(completeness), and 7 — 10 (risk reporting practices)
requires banks to be able to trace any material risk
figure from its appearance in a regulatory report back
through every transformation step to its source
system. Without that traceability, compliance
assertions are unverifiable claims rather than
evidenced facts.



3.2.2The Challenge

Data lineage is among the most technically
demanding components of BCBS 239. The core
challenge is not lack of documentation — most banks
have produced extensive lineage artefacts. The real
challenge is that documentation is static, manually
maintained, and perpetually out-of-date. In
environments where data flows across dozens of
systems and ETL logic evolves with every release
cycle, lineage thatis reliant on human maintenance
rapidly diverges from operational reality.

Legacy systems compound the problem. Many
banks’ critical risk data flows pass through
mainframe environments or custom-built
intermediary layers poorly instrumented for lineage
extraction. The Basel Committee’s January 2026
newsletter explicitly identifies lineage as a persistent
challenge: “Legacy systems, distributed data estates
and the dynamic nature of data lineage complicate
banks’ efforts to confirm end-to-end data
traceability.”

“Legacy systems, distributed data
estates and the dynamic nature of
data lineage complicate banks’
efforts to confirm end-to-end data
traceability.”

Granularity creates further challenges. Table-level
lineage, which datasets feed into which, provides a
useful pipeline overview but cannot explain why a
specific figure in a regulatory report has a specific
value. Column-level lineage, which tracks how
individual fields are created and transformed through
each system transition, is what the ECB’s RDARR
Guide points to when it requires “attribute-level”
traceability: it is the granularity at which
reconciliation becomes meaningful and supervisory
challenge answerable.

The ECB clearly sets expectations at column-level
lineage. Establishing row-level granularity provides
an added level of context, supporting swifter and
more precise identification, root-cause analysis,
remediation, and reporting of data quality issues, as
well as articulating and applying targeted data quality
controls.

For example, a counterparty exposure may be
aggregated from thousands of trades across multiple
systems. The bank needs to confirm that every
constituent record was included, correctly
attributed, and not duplicated requires record-level
provenance, something neither table-level nor
column-level lineage can provide on its own. This
granularity is particularly critical for ad-hoc
supervisory reporting under stress, where
reconstructing an exposure breakdown from
traceable source records is substantially more
defensible than re-running an aggregation, and for
exception investigation, where isolating exactly
which records are driving an anomaly enables
targeted remediation rather than broad pipeline
reviews.

One final challenge is to balance both the needs of
data engineers through technical lineage and data
users through business lineage. Effective data
lineage requires understanding and strategic
solutions, across both dimensions:

Technical Lineage:

* Maps physical data flows through systems
(databases, ETL tools, applications)

* Shows how data moves from source systems
through transformations to reporting outputs

* Capturestechnical details: table names, column
names, transformation logic, data types

* Enables system change management and impact
analysis

* Automatically generated by modern platforms and
Al-enabled discovery tools

Business Lineage:

* Maps logical data flows from business
perspective

* Shows how business concepts (e.g., “Customer
Credit Risk”) flow through the organization

¢ Connects business terms to technical data
elements

* Enables business stakeholders to understand
data dependencies

* Requires semi-manual curation and business
glossary maintenance



The Integration Challenge: Technical lineage alone
is insufficient for not only BCBS 239 compliance but
for future development. Developers need to
understand not just how data flows technically, but
what business concepts the data represents. The
developer or regulator asking “how is credit risk
calculated?” needs both:

1. Technical answer: Which tables, columns, and
transformations are involved.

2. Business answer: Which business concepts and
definitions are applied.

3.2.3 What Good Looks Like: From Documentation
to Competitive Advantage

Deloitte’s State of Al in the Financial Services
Industry —March 2026 report, identifies that data
lineage gaps, inconsistent definitions across
business units, and evolving regulatory expectations
undermines performance and slow down approvals
of Al models.

Comprehensive lineage accelerates the design and
development of new data products and analytical
assets. Development teams can rapidly identify
reusable data pipelines, understand transformation
logic without reverse-engineering code, and assess
the feasibility of new use cases by tracing available
data sources.

Modern Al-enabled platforms enable the creation
and maintenance of business glossaries and data
dictionaries that bridge technical and business
lineage.

Al-Powered Generation and Mapping: Rather than
manual creation, Al-enabled platforms can:

* Automatically generate business glossaries by
analyzing data usage patterns and business
context

* Suggest semantic mappings between business
terms and technical data elements

* Identify inconsistencies where the same business
conceptis represented differently across systems

* Maintain glossaries continuously as systems and
business requirements evolve

* Validate mappings through ML models trained on
organizational data

The banks that have made the most progress on
lineage have done so by reframingitfroma
documentation obligation to an operational
capability. This distinction matters. Documentation
oriented lineage programmes produce artefacts that
satisfy auditors at a pointin time. Operational lineage
capabilities produce live, maps of data flows that can
be queried to enable incident investigation, impact
assessment, and continuous monitoring. These
features are essential for the rapid development of
new solutions.

Automated Lineage Discovery: Modern platforms
capable of automated lineage discovery by
harvesting lineage from SQL transformations, ETL
pipelines, Bl tools, and data platforms without
manual documentation effort, are making this
operational model achievable at scale for the first
time. The shift from manually maintained lineage
catalogues to automatically discovered,
continuously updated, and easily visualized lineage
maps is one of the most consequential changes
available to banks seeking to close their BCBS 239
gaps sustainably.




Continuous Lineage Maintenance: Rather than
static documentation, Al-enabled platforms maintain
lineage continuously:

* Native lineage from modern platforms: Cloud data
warehouses, regulatory reporting platforms emit
metadata automatically

* Automated discovery for legacy systems: Al scans
code and configurations to reconstruct lineage

* Change detection: Automated alerts when lineage
changes due to system updates

: :
M Why Automation Matters for Lineage:

The most common BCBS 239 implementation
failure pattern is banks that metinitial compliance
obligations through intensive, manual
documentation effort, then found those efforts
deteriorating as data environments evolved and
manual processes could not keep pace. The
economics of manual compliance are unfavourable
in a way that compounds over time. Initial
documentation campaigns are resource-intensive
but bounded, while maintenance is unbounded.
Without automation, the maintenance burden
grows with complexity, and documentation quality
inexorably degrades. The ECB’s RDARR Guide and
subsequent supervisory findings have increasingly
focused on the sustainability and operational reality
of compliance programmes - not just whether
documentation exists, but whether it reflects
current operational practice and whether controls
are actually running. This shift has materially raised
the bar for credible compliance.

In Practice: In arecent client case study, a major
European bankreduced its lineage investigation time
from days to hours after implementing automated
lineage discovery across its core risk data
infrastructure. When a discrepancy was identified
the root cause — a transformation error introduced
three systems upstream — was traced and confirmed
in under 30 minutes. Previously, the same
investigation would have required a multi-day
manual review involving teams from IT, data
management and risk.
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“A major European bank reduced its
lineage investigation time from days
to hours after implementing
automated lineage discovery.”

3.2.3.1 Native Lineage & Modern Data Platforms

Deloitte’s State of Al in the Enterprise 2026 report
identifies a critical execution gap: “Al adoption
continues to accelerate rapidly, however data
infrastructure, governance and talentredesign are
lagging significantly.” Legacy architectures cannot
power real-time, autonomous Al — a unified, trusted
data strategy is indispensable.

Modern data platforms (cloud data warehouses,
lakehouses, and unified data platforms) are
embedding native lineage capabilities directly into
their architecture. This represents a fundamental
shiftin how lineage is captured and maintained:

Modern platforms embed Native Lineage Capabilities
—lineage is generated automatically as data moves
through the platform. Functionality includes: open
table formats (Delta Lake, Apache Iceberg) with
versioning and data quality monitoring, unified
governance with fine-grained access control, real-
time and batch processing in a single environment,
federated queries to unify data from various sources,
and scalable infrastructure to handle growing data
volumes.

Large financial institutions are using governed
lakehouse architectures to modernize legacy risk
data platforms, unify hundreds of data engineers and
accelerate regulatory reporting. This demonstrates
how modern platforms turn BCBS 239 compliance
into a durable capability rather than a one-off
project.

While modern platforms offer native lineage, most
banks operate in hybrid environments with both
modern and legacy systems. Data originates in
legacy systems, flows through modern platforms,
and is consumed across both environments.
Connecting legacy source systems to modern
consumption platforms requires bridging the gap.



Pragmatic Hybrid Approach

Banks must adopt a pragmatic hybrid strategy:

For Modern Platforms: Leverage native lineage
capabilities with minimal manual effort, continuous
automatic updates, and full column-level detail.
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For Legacy Systems: Use Al-enabled automated
discovery to scan code and configurations,
supplement with manual documentation where
automation is not feasible, and implement
compensating controls.

Bridging the Gap: Identify integration points where
data flows from legacy to modern systems,
document these with high precision, and use
consolidated platforms to connect legacy and
modern lineage.

The Key Insight: End-to-end lineage does not require
perfect documentation of every system. It requires
complete traceability from source to consumption,
high precision at critical integration points, pragmatic
documentation for legacy systems, automated
maintenance for modern systems, and a
consolidated view that connects all pieces.

Row-Level Granularity and Advanced Filtering
Capabilities

While column-level lineage is the regulatory baseline
under BCBS 239 and ECB’s RDARR Guide, leading
banks are increasingly seeking greater granularity to
support data quality management and reporting and
leveraging granularity in conjunction with advanced
filtering capabilities to supportin contextualising
lineage based on e.g. a specific entity, segment,
reportor KRI.

Modern data platforms increasingly support
approaches that achieve row-level granularity.
However, no out-of-the-box tool on the market
currently provides true row-level lineage at scale. In
practice, the most effective approach combines
column-level lineage with segmented data quality
monitoring to achieve near-row-level granularity
without the cost and complexity of full row-level
tracking.

Several leading banks store source system identifiers
in landing tables and consistently segment data
quality validation on those identifiers. Even as
transformations accumulate and source fields risk
being lost, column-level lineage combined with
segmented validation preserves the granularity
needed to trace anomalies back to their origin —
functionally approximating row-level lineage for
regulatory and incident management purposes.



Granular Traceability Capabilities: Trace specific
data rows through all transformations, identify data
sources for specific regulatory report values, validate
calculations, investigate anomalies, and quickly
respond to regulatory inquiries.

Advanced Filtering and Navigation: Modern
platforms enable filtering by data quality, time
period, entity, segment, report or KRI, with interactive
navigation from high-level lineage to detailed record-
level traceability. Another common approachis to
combine advanced filtering with manual or semi-
automated metadata enrichments (e.g. tags) which
provide contextualised lineage for a specific use
case.

Example Use Case: A regulator asks: “How was the
creditrisk exposure for Customer ABC calculated in
the Q4 2025 regulatory report?” With column-level
lineage and segmented filtering, a bank can isolate
Customer ABC’s data for Q4 2025, trace source
fields, through transformations and calculations,
validate quality checks, and provide complete audit
trail.

Strategic Alignment: The most effective banks align
data lineage investment to their modernization
roadmap: invest heavily in automation where
infrastructure supports it, accept pragmatic manual
processes combined with automation for legacy
systems, plan for transition as systems are replaced,
prioritize integration points, and leverage segmented
data quality monitoring for granular traceability as
needed.

3.2.4 Regulatory Reference

BCBS 239 Principles 3, 4, 7 - 10 (supporting
traceability requirements). ECB RDARR Guide (2024),
Section 3.4 — Data lineage expectations for
significant institutions.

3.3 Al-Powered Technology Use Case 3: Data
Governance & Ownership

Governance is the mechanism by which data quality
and lineage become sustainable. Without clear
ownership, accountability, and operating structures,
technical controls erode over time.
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Deloitte’s 2026 BCBS 239 Benchmark Survey reveals
that Chief Risk Officers (CROs) and Chief Financial
Officers (CFOs) are mainly responsible for
implementing BCBS 239/RDARR, with most
respondents (65%) citing the CRO, followed by the
CFO (47%). These results show the central
importance of risk management and financial
reporting for compliance, though other key roles are
mentioned as well.

The Chief Operating Officer (COQ) and Chief
Information Officer (C1O) were cited by 35% and 33%
of respondents, respectively, an indication that
operations and IT are also critical to successful
implementation. Another role that seems to be
gaining traction is that of Chief Data Officer (CDO),
which was cited by 16% of respondents.

65%

47%

35%
33%

ECRO mCFO mCOO mCIO mCDO

16%

14%

2%

2%
CEO CCO = CLO
Fig. 3— BCBS 239/RDARR implementation responsibility by role,
Deloitte 2026 BCBS 239 Benchmark Survey



3.3.1 The Regulatory Requirement

Principles 1 and 2 of BCBS 239, covering overarching
governance and infrastructure, place ultimate
accountability for risk data at the highest levels in the
organisation. Boards are responsible for ensuring
that adequate data governance frameworks exist and
that senior management has the capability and
information needed to discharge their data-related
responsibilities. These principles are not primarily
technical requirements. They are organisational
ones. They demand that banks have defined data
ownership at the enterprise level, clear escalation
paths for data quality issues, and governance
structures that can translate board-level data policy
into operational controls at the system and dataset
level.

3.3.2The Challenge

The relationship between governance quality and
compliance outcomes is one of the most consistent
supervisory findings. Banks with strong governance -
clear data ownership, active data stewardship, and
executive sponsorship — consistently outperform
peers on technical compliance dimensions.
Governance determines whether investments in data
quality tooling and lineage infrastructure are actually
used, maintained, and improved.

According to Deloitte’s 2025 Chief Data Officer
Survey, 51% of CDOs cite data governance as their
top priority, while 73% are actively investing in
governance technology. Most significantly, 64%
reportdirect improvementin data initiatives driving Al
and analytics adoption. However, Deloitte’s State of
Al in the Enterprise 2026 reportreveals a critical gap:
while 71% of enterprises are deploying autonomous
agents, only 23% have mature governance for them —
a 48-percentage-point gap reflecting the challenge of
implementing governance at technology adoption
pace.

3.3.3What Good Looks Like: From Policy to
Operational Reality

The most effective governance frameworks for BCBS
239 purposes are those designed to be integrated
into operational workflows rather than running
alongside them. This means embedding data
ownership into job descriptions and performance
frameworks, not just governance policy. It means

making data quality metrics visible to the business
units that produce and consume risk data, not just to
the data management function. This requires banks
to build and deploy escalation processes that are
fast enough to be useful, that can surface and
resolve data issues within reporting timelines rather
than after the fact.

Technology plays an important enabling role here,
butitis an enabler rather than a substitute.
Automated monitoring can generate the data quality
signals that data owners need to act on. Lineage
tools can provide the evidence base that data owners
need to understand and take responsibility for the
data they own. Cataloguing and classification
capabilities can ensure that governance frameworks
have comprehensive coverage of critical data assets.
None of these tools substitute for the organisational
commitment — senior management attention, clear
accountability structures, data literacy — that
effective governance requires.

Al-enabled platforms support governance by
providing real-time insights that enable data owners
to act, leveraging supported workflows to create
efficient and effective data management processes.




{co)p
Why Automation Matters for Governance:

The organisational dimension of automation is as
important as the technical one. BCBS 239
compliance requires the active involvement of
business stakeholders — such as risk managers,
finance controllers, data owners —who are not data
engineers and who cannot be expected to interact
with technical data quality tooling. The
effectiveness of a business change or compliance
programme is significantly constrained by the
degree to which non-technical stakeholders can
participate in it. Modern agentic approachesto
data management, where Al assistants can
respond to natural language queries about data
quality status, configure monitoring for new data
assets, or investigate anomalies without requiring
specialistintervention, materially lower this barrier.
They allow data ownership to be operational rather
than nominally assigned, and they make the
evidence generated by automated controls
accessible to the governance and audit functions
that need to actonit.

3.3.4 Regulatory Reference

BCBS 239 Principles 1 -2 (Governance &
Infrastructure). ECB RDARR Guide (2024), Section 3.1
— Governance expectations for significant
institutions.

3.4 Al-Powered Technology Use Case 4:
Auditability & Transparency

BCBS 239 compliance is ultimately demonstrated,
not asserted. The ability to provide clear,
reproducible evidence of data controls is what
distinguishes a credible compliance programme
from a paper exercise.

The ‘Fire Drill’ has emerged as the most revealing
supervisory toolin on-site inspections. Within a 48-
hour window, banks must deliver granular, non-
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standard data sets with complete data lineage and
quality indicators — simulating crisis-mode reporting.
Recent fire drills have evolved significantly. What
once focused on high-level recovery steps now
demands multi-factor economic shock simulations
with collateral depreciation, probability-of-default
adjustments, and days-past-due recalculations at
the individual customer level. Banks that cannot
respond within 48 hours reveal critical weaknesses in
their data architecture, system adaptability, and
operationalresilience. The fire drillis not a
compliance exercise, it is a stress test of whethera
bank’s data infrastructure can support decision-
making under extreme pressure. Institutions with
fragmented IT landscapes, manual workarounds,
and legacy systems consistently fail to meet fire drill
timelines, exposing both regulatory risk and
operational vulnerability.

3.4.1 The Regulatory Requirement

Principles 7 through 11 of BCBS 239 govern risk
reporting practices: the output side of the framework.
Reports must be accurate, comprehensive, clear and
useful, appropriately distributed, and produced at
the right frequency. Principle 11 specifically
addresses the distribution of risk reports, requiring
that they reach the right recipients with sufficient
timeliness to support decision-making. Collectively,
these principles require banks to demonstrate not
just that their risk data is well-managed, but that the
management of that data is visible and verifiable.

Supervisory review, covered in Principles 12 - 14,
adds a further dimension. Banks must be able to
respond to ad-hoc requests from supervisors, to
demonstrate the reliability of their risk data
aggregation processes under challenge, and to
engage constructively in supervisory dialogue about
their compliance status. This requires an evidence
architecture: documented controls, auditable
processing logs, and the ability to reconstruct the
provenance of any material risk figure on demand.



3.4.2The Challenge

Many banks find auditability among the most
operationally demanding BCBS 239 dimensions
because it requires outputs of data quality, lineage,
and governance processes to be accessible to
external parties. Good internal controls must be
legible to supervisors with limited context of a bank’s
ways of working.

Common failures include processing logs that are
technically available but practically inaccessible
without specialist knowledge, lineage
documentation that cannot be reconciled to actual
system behaviour, and quality controls not recorded
in durable audit trails. Each reflects a design gap:
controls were built for internal use, not external
scrutiny.

3.4.3 What Good Looks Like: Transparency as a
Competitive Signal

Institutions that have invested in genuine auditability,
where every critical risk figure can be traced to its
source, every transformation step is logged, and
every data quality control generates a time-stamped
record, find that the regulatory dividend is significant.
Supervisory examinations become faster and less
disruptive. Audit findings focus on substantive
questions rather than evidential ones. The
confidence of boards and senior managementin the
risk data they receive is materially higher, because
the infrastructure to verify it exists.

There is a broader transparency benefit. Banks with
strong data auditability are better positioned to
engage in the regulatory dialogue that BCBS 239’s
supervisory cooperation principles envision. This
includes proactively surfacing issues, demonstrating
remediation, and building the kind of credibility with
supervisors that translate into regulatory latitude
over time.

Automated Audit Trails: Al-enabled platforms
maintain comprehensive audit trails with full records
of all changes to lineage, quality rules, and
governance policies. Platforms also contain approval
workflows with traceable documentation of all
approvals and sign-offs. Platforms can also manage
validation processes, maintaining evidence of quality

checks and validation testing with the potential to
generate audit-ready reports demonstrating
compliance.

Real-Time Transparency: Rather than periodic
reporting, modern platforms provide real-time
visibility and dashboards allowing users and
management to see data governance status at any
time. Systems can automate alerts allowing issues to
be flagged immediately, not discovered during
reviews.

Regulatory Reference

BCBS 239 Principles 7 — 14 (Risk Reporting Practices
and Supervisory Review). ECB RDARR Guide (2024),
Section 4 — Supervisory expectations for risk
reporting and audit trail.




04. Closing Statement

The supervisory environment is tightening. The ECB
has explicitly signaled ‘more forceful supervisory
measures’ —including capital add-ons, restrictions
on capital distributions, and financial penalties —for
institutions failing to demonstrate adequate BCBS
239 progress. This is no longer a soft expectation — it
is an enforcement priority. For financial institutions,
the question is no longer whether to invest in data
governance —itis whether to invest proactively and
strategically, or reactively under supervisory
pressure.

BCBS 239 was designed as a regulatory responseto a
crisis. More than a decade on, institutions closest to
meeting its intent are those that treat it as a standard
—not the floor of acceptable practice, but the
foundation of genuinely data-driven risk
management.

The case for investment extends beyond regulatory
obligation. The competitive landscape for banking is

increasingly data-intensive. Faster credit decisions,
more accurate capital allocation, and more
responsive risk management all depend on knowing,
with confidence, where your data comes from,
whether itis accurate, who owns it, and how it has
been transformed.

That capability requires organisational commitment,
clear governance, and sustained technology
investment. But itis increasingly achievable and
differentiated. The gap between institutions that have
builtit and those that have not is widening, and the
cost of that gap is growing.

The four Al-enabled technology use cases examined
in this paper —data quality, lineage, governance, and
auditability — are interdependent dimensions of a
single capability. The investment case is most
compelling when made for the whole, not piecemeal.
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