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Introduction

Deloitte Cyber Identity 
Governing the Agentic 
workforce

Artificial intelligence is no longer a 
strategic experiment. Across industries, 
organizations are deploying 
autonomous AI agents to execute 
complex tasks: processing invoices, 
managing customer relationships, 
analyzing risk, orchestrating IT 
workflows. These agents are not passive 
tools. They reason, plan, and act. 
They access sensitive systems. 
They operate continuously, at 
machine speed, often without human 
supervision.

This creates a governance challenge 
that most organizations are not yet 
equipped to address. 

Traditional Identity and Access 
Management was designed for human 
users: predictable, session-based, 
operating within defined workflows. AI 
agents break every one of these 
assumptions. They are non-
deterministic. They generate their own 
action paths. In some enterprise 
environments, AI agents already exceed 
the number of human employees for 
operational activities, but they mostly 
remain undetected by current security 
controls.

The consequences are not theoretical. 
An unmanaged AI agent operating with 
excessive privileges on a financial 
system is simultaneously an audit 
failure, a regulatory liability under NIS2 
or DORA, and a live breach vector.

Identity Security for 
the AI Era

This Deloitte whitepaper 
examines how the market is 
responding and identity vendors 
(Idira - Palo Alto Networks, 
Descope, Okta, Ping Identity) are 
extending their platforms to 
govern agentic identities.

Governing agentic AI 
is not a future 
priority. 

It is an immediate 
operational and 
compliance requirement, 
and the identity industry 
has mobilized to meet it.
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The Business Imperative: 
Why AI Agents change 
the Security Equation

These are not edge-case scenarios, they 
are precisely the questions regulators 
ask following an incident.

From Automation to Autonomy
The shift from rule-based automation to 
autonomous AI agents is structural, not 
incremental. Earlier generations of 
software automation followed 
deterministic, pre-programmed 
execution paths. An AI agent, by 
contrast, is a probabilistic workload: it 
receives a high-level objective and 
determines in real time which tools to 
invoke, which APIs to call, and which 
actions to take in order to achieve it.
This distinction has direct security 
consequences. With traditional 
software, security teams can audit the 
code and know in advance what it will 
do. With an AI agent, the action path is 
emergent. The agent's behavior 
depends on its inputs, its context, and 
the model's reasoning. None of this can 
be fully anticipated at deployment 
time.

The Scale Problem
Enterprise deployments are producing 
agent-to-human identity ratios that far 
exceed anything IAM teams have 
managed before. Unlike human users, 
these agents operate continuously, 24 
hours a day, seven days a week, across 
time zones and business units.
Each of these agents represents an 
identity with access to enterprise 
systems. Most were provisioned 

quickly, by development teams under 
delivery pressure, using the path of 
least resistance: shared service 
accounts, long-lived API keys, or the 
personal credentials of the developer 
who built them. The result is a massive, 
largely unaudited attack surface, 
growing with every new deployment.

The Compliance Dimension
Regulatory frameworks are evolving 
faster than many organizations 
anticipated. NIS2 and DORA both 
require demonstrable accountability for 
automated processes that access 
critical systems. 
An AI agent that takes a financial action, 
modifies infrastructure configuration, or 
accesses personal data must leave an 
auditable trail linking that action to a 
human decision-maker who authorized 
the agent to operate. Without proper 
identity governance, organizations 
face a scenario in which they cannot 
answer basic audit questions.

1

1 Who authorized this agent?

2 What was it permitted to do?

3 When did it gain access to this
system?

4 Who is accountable fot its
actions?
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The Lethal Trifecta

Security researchers have identified a 
risk pattern that creates maximum 
exposure: 

An AI agent with access to 
sensitive private data, the ability to 
communicate with external systems, 
and exposure to untrusted user input

This combination creates a vector for 
data exfiltration, prompt injection, and 
unauthorized financial transactions that 
legacy security controls cannot detect 
or prevent.
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Model Context Protocol (MCP)

MCP standardizes how an AI agent connects to data sources 
and tools, from enterprise databases to productivity 
applications. MCP enables developers to build a connector 
once and deploy it across any MCP-compliant agent. From 
an identity perspective, MCP interactions typically occur 
within a single trust boundary, requiring strong 
authentication and fine-grained authorization scopes.

Agent-to-Agent Protocol (A2A)

While MCP connects agents to tools, A2A enables peer-to-
peer delegation between agents. A manager agent can 
discover specialist agents via their Agent Card (a JSON 
manifest of capabilities) and delegate tasks seamlessly. 
A2A interactions often cross organizational trust boundaries, 
requiring robust federated identity and trust negotiation 
mechanisms.

Foundation: 
A New Identity Perimeter

THE TWO PROTOCOLS

FOUR KEY CONCEPTS TO UNDERSTAND

Workload 
Identity

A unique workload 
Identity assigned to 
each agent instance, 
rather than using static 
API keys or shared 
human credentials. 
Enables MCP servers or 
downstream system to 
verify exactly which 
agent is calling  before 
executing any action.

Tool-Level 
Authorization

Permissions scoped to 
individual MCP tool 
calls, not blanket API 
access to "everything“, 
ensuring agents 
operate within defined 
boundaries mitigating 
the "Confused Deputy" 
problem by binding 
authorization codes to 
specific agent 
instances.

Impersonation 
vs Delegation

Impersonation: agent 
acts using a user's 
credentials, leaving no 
audit trail distinguishing 
human actions from AI 
decisions. 
Delegation (On-Behalf-
Of): agent authenticates 
with its own workload 
identity plus a user 
consent token, 
preserving Human 
Accountability.

Scope 
Attenuation

In A2A delegation 
chains, permissions 
must be explicitly 
narrowed at each 
delegation hop, never  
inherited in full. This 
prevents the 
"authorization creep" 
vulnerability, as 
agents delegate tasks 
to other agents.

2

The Agentic Stack

The industry is converging on OAuth 2.1 framework applied to two complementary protocols to standardize how AI agents 
interact with enterprise systems and each other. Understanding these protocols is the prerequisite for any agentic identity 
governance strategy.
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The Agentic Identity Solution Evaluation Framework

As AI agents become integral to enterprise operations, organizations must ensure robust governance of an AI Agent, 
from how it is defined and registered, to how its every action is attributed to a human accountable party.

Identity Model
Have you defined AI agents as a distinct identity class with dedicated object types, lifecycle 
management, ownership assignment, and governance at scale, or are you simply reusing old service 
account models?

Shadow AI Discovery
Are there mechanisms to detect agents deployed without formal IT or security oversight? Is there a 
solution to bring unmanaged agents under governance retroactively?

Authorization granularity
Can permission be scoped to individual MCP Tool calls and not just applications? Is there any solution 
to enforce least-privilege by default, with access granted just-in-time and revoked automatically?

Authentication & Credential Management
Do you have a solution to eliminate static, long-lived credentials entirely? 
Can agent use short-lived, revocable credential instead of secrets that could be stolen and reused?

Cross-Boundary Trust
Can you govern agents that operate outside the corporate perimeter, accessing third-party SaaS, 
partner systems, or external APIs, 
while keeping track of which user originally gave permission? and How?

1

2

3

4

5

Human Accountability & Governance
Can every action taken by an agent be traced back to a specific human who authorized it? Do you 
support Human-in-the-loop controls for high-consequence operations and how?

6

What does your agentic identity governance roadmap look like? How are you prioritizing above 
challenges to govern agentic identities? 7

The Agentic Identity 
Framework: Questions 
that shape your Strategy

3
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Okta

ISPM and SAM

Okta's Identity Security Posture Management (ISPM) treats 
shadow AI agents, deployed by developers or business 
users without IT approval, as a primary risk category. 
The Secure Access Monitor (SAM) browser plugin 
performs real-time analysis of OAuth grants. If an 
unauthorized AI tool quietly connects to a business 
application like Google Workspace or Salesforce, the 
system detects the anomaly and tags the application as a 
Shadow AI Agent. Detected agents are moved from 
untracked assets to a centralized registry with mandatory 
human owner assignment (Workload Principals).

The XAA Protocol

Okta's most distinctive contribution to the space is Cross 
App Access (XAA), standards-based protocol. Most identity 
solutions can govern agents operating within a single 
organizational trust domain. XAA propagates the original 
user's authorization context across organizational 
boundaries in a cryptographically verifiable way. The 
destination system knows not only which agent made 
the request, but which human user originally delegated 
the action. This prevents the "opaque impersonation" 
problem.

Example: your sales AI needs to pull data from a partner's CRM to 
prepare a proposal. XAA allows that connection while making the 
partner's system aware that it was initiated by a specific named 
salesperson at your company,  not by an anonymous automated 
process.

STRATEGIC PROFILE

Optimal for organizations whose primary 
challenge is governing agents that operate 
across organizational or SaaS boundaries, 
common in sales automation, procurement, 
and partner-facing workflows. The ISPM 
discovery capability also makes Okta well-
suited for organizations that need to inventory 
and govern an existing shadow AI population 
before implementing stricter controls

Vendor Approach
Descope | Okta | Ping Identity | SailPoint

Okta | Idira (Palo Alto Networks) | Descope | Ping Identity 
4

Token Vault

Through Okta/Auth0 for AI Agents, agents never hold API 
keys. Instead, they log into Okta/Auth0, which fetches and 
delivers short-lived access tokens just in time for each task. 
If an agent's memory or logs are ever exposed, there are no 
reusable secrets to steal.

The vendor highlights presented in the following sections are not exhaustive. They represent selected
capabilities that we consider especially relevant to agentic identity governance, based on the 
information available.

SHADOW AI DISCOVERY

CROSS-BOUNDARY TRUST
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Descope 

Removing Protocol Complexity

Implementing secure MCP requires navigating OAuth 2.1, 
PKCE (Proof Key for Code Exchange) correctly, which 
creates opportunities for error. Descope provides a drop-in 
authentication layer that handles all of this automatically, 
The platform automates the secure onboarding of new 
agents using Dynamic Client Registration (DCR) and Client-
Initiated Metadata Discovery (CIMD): MCP servers 
cryptographically validate agent metadata from well-known 
URLs and issue a unique set of credentials on the fly, 
eliminating anonymous connection risks.

Example: a developer builds a new procurement agent and 
connects it to the company's ERP system. Without Descope, they 
would need to manually configure authentication 
settings/parameters and manage API keys. With Descope, the 
connection is secured automatically, the agent gets a unique, 
short-lived credential, and the ERP system verifies who it is before 
allowing access.

Context-Aware Access Decision

Descope treats individual MCP tools as distinct protected 
resources. Its visual policy engine (Context-Aware Policy 
Engine) enforces both ReBAC (Relationship-Based Access 
Control) and ABAC (Attribute-Based Access Control) logic, 
evaluating runtime context, the agent's risk score, the 
tenant identifier, the human user's role, to dynamically 
grant or deny access to specific tools. Least-privilege 
enforcement adapts to context automatically rather than 
requiring manual configuration for every scenario.

The Credential Vault Architecture

The Agentic Identity Hub functions as a managed 
Credential Vault. Agents do not hold API keys for 
downstream services (like Salesforce). 
They authenticate to Descope, which retrieves and injects 
the necessary short-lived tokens on demand. Token refresh 
cycles and storage are managed automatically. If unusual 
activity is detected, those credentials can be revoked 
instantly, without needing to take the agent offline or 
redeploy it.

STRATEGIC PROFILE

Well-suited for organizations with active AI 
development programs that need to 
accelerate secure deployment. Strong 
enabler for engineering teams building 
agentic applications, while the Hub's 
centralized observability provides 
security teams the visibility needed to 
manage a growing portfolio of agents.

HUMAN ACCOUNTABILITY & GOVERNANCE

AUTHORIZATION GRANULARITY

AUTHENTICATION & CREDENTIAL MGMT
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Idira (Palo Alto Networks)

Zero Standing Privileges (ZSP)

No agent holds standing access. When an agent requires 
access to a database, it does not use a stored password. 
Idira’s Zero Standing Privileges framework provisions 
ephemeral access for the duration of the specific task, 
then immediately revokes it. This principle, well-
established in PAM for human privileged users, is now 
enforced for AI agents across all governed resources. ZSP 
is enforced consistently across human privileged users, 
machine identities and AI agents on the same platform.

AI Agents Gateway and Registration

The AI Agents Gateway authenticates both the human user 
initiating a request and the AI agent executing it before any 
traffic reaches sensitive downstream systems. Every 
agent,  including commercial agents such as Microsoft 
Copilot, must be explicitly registered in the inventory, 
upon registration, the system issues a unique OAuth 2.1 
Client ID. Credentials are displayed once at registration 
and never stored by Idira, if compromised, the agent 
identity is deleted and re-created, forcing a complete 
credential rotation that prevents lateral movement.

AI Architecture as Enforcement

Idira’s approach to shadow AI is architectural: by 
requiring all traffic to flow through the AI Agents 
Gateway, unregistered agents cannot access 
governed resources. The Gateway routes approved 
requests to Idira's Secure Infrastructure Access 
(SIA) MCP Server. This component translates natural 
language requests (e.g., "Show me the flight table") 
into executed commands (SQL queries) against 
internal databases, ensuring credentials are never 
exposed to the AI model itself. The registration 
requirement itself is the mechanism for eliminating 
shadow AI, agents must enter the inventory before 
they can operate.

STRATEGIC PROFILE

The natural choice for organizations with 
mature PAM programs that need to extend 
existing privileged access controls to AI 
agents without building a parallel governance 
stack. 

Particularly strong for regulated industries, 
financial services, healthcare, critical 
infrastructure, where the risk profile for AI 
agents accessing production databases 
mirrors the risk profile for human privileged 
users.

AUTHORIZATION GRANULARITY

IDENTITY MODEL

SHADOW AI DISCOVERY



Agentic Identity | How the Market is Responding to the AI Workforce challenge 11

Ping Identity

Standardization of MCP Service Access

Ping MCP Security Gateway provides a consistent security 
model for accessing MCP services. The Ping MCP Security 
Gateway can be configured to allow only valid MCP 
requests, throttle request rates, enforce coarse-grained 
OAuth 2.1 authorization controls and perform token 
transformation mapped to your security models.

Additionally, fine grained authorization controls can be 
enforced when coupled with other Ping modules and 
PingOne Protect can also be used to provide real time risk 
assessments of MCP requests to ensure MCP requests are  
originating from legitimate AI Agents.

Human Accountability – On-behalf-of and 
Human-in-the-Loop 

Ping supports "on behalf of" flow allowing an AI agent to 
perform actions on behalf of an end user, which is useful 
for scenarios like a digital assistant that needs to access 
applications on behalf of the user.

For high-consequence operations such as executing a 
financial transaction, modifying production infrastructure,  
Ping can enforce Human-in-the-Loop (HITL) approval. 

Using flows like client-initiated backchannel authentication 
(CIBA), the agent’s request is paused while the human user 
receives a push notification to explicitly approve or deny 
the action in real time.

Example: an AI agent managing supplier payments is about to 
process a transfer above a defined threshold. It stops, sends a 
notification to the CFO's phone, and waits. The transaction only 
completes after the CFO approves with their fingerprint.

Agents as first-class identities

Ping provides lifecycle management for agents to  onboard, 
enable, update, and disable agents. Each agent has a 
unique identity with its own credentials and lifecycle. This 
enables centralized management of your agents, their 
owners, and their resource permissions across your 
customer and workforce use cases.

STRATEGIC PROFILE

Optimal for organizations that need granular, 
real-time control over what agents are 
allowed to do, not just who they are. 
Particularly relevant for environments where 
agents interact with sensitive operational 
systems, and for compliance programs that 
require session-level audit trails.

AUTHORIZATION GRANULARITY

HUMAN ACCOUNTABILITY & GOVERNANCE

IDENTITY MODEL
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The Governance  of AI Agent

Organizations that will navigate the agentic era with confidence are not those that restrict AI deployment but 
rather those that govern it.

The Vendors differ but all point in the same 
direction

Okta, Descope, Okta, Ping Identity, Idira each represent a 
credible, architecturally coherent response to this 
challenge. Their differences are not weaknesses; they 
reflect different priorities that fit different organizations. 
What matters is choosing the right fit for your environment, 
your risk profile, and what you already have in place.

Identity is the layer that governs what 
agents can do

As AI Agents replace human actions in enterprise 
workflows, identity becomes the only layer that can 
answer: who is the agent, what it is allowed to do, 
on whose authority, and what did it actually do?

o DEFINES WHO EACH AGENT IS

o ENFORCES PERMISSIONS

o PROVIDES AUDIT TRAIL

o ENABLES REVOCATION

Identity is the 
Control Plane for AI5
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